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Instituto Superior Técnico, Universidade de Lisboa,
Portugal

Joint work with: Xiangrong Zeng (NUDT, China),
Robert Nowak (U Wisconsin, USA)

M. Figueiredo (IT, IST, U Lisboa) MPML, IST Lisbon, 2021 1/∞



Outline

1 Feature Selection for Supervised Learning

2 Dealing with Correlated Variables
Motivation and Approaches
OSCAR and OWL (Ordered Weighted `1)

3 Analysis
Exact Clustering Conditions
Statistical Error Bounds

4 Convex Analysis and Optimization
Proximity and Projection Operators
Atomic Norm Formulation

5 Extensions and Applications

M. Figueiredo (IT, IST, U Lisboa) MPML, IST Lisbon, 2021 2/∞



Outline

1 Feature Selection for Supervised Learning

2 Dealing with Correlated Variables
Motivation and Approaches
OSCAR and OWL (Ordered Weighted `1)

3 Analysis
Exact Clustering Conditions
Statistical Error Bounds

4 Convex Analysis and Optimization
Proximity and Projection Operators
Atomic Norm Formulation

5 Extensions and Applications

M. Figueiredo (IT, IST, U Lisboa) MPML, IST Lisbon, 2021 3/∞



Regression

Predict a quantity, from several other quantities

M. Figueiredo (IT, IST, U Lisboa) MPML, IST Lisbon, 2021 4/∞



Linear Regression

Predicted response = linear combination of predictors
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Linear Regression

Learn, from examples, to predict a quantity, from several other quantities
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Linear Regression

Linear regression: classical old problem (Galton, 1894; Pearson, 1896)

n vectors of p features/variables: x(i) ∈ Rp, for i = 1, ..., n.

n responses, yi ∈ R, modeled as

yi = β0 + βTx(i) + εi = i = 1, ..., n

Regression coefficients: β ∈ Rp (w.l.o.g. β0 = 0)

Noise (often assumed Gaussian i.i.d.): ε ∈ Rn;

Vector notation: y = Xβ + ε, X =
[
x(1) · · ·x(n)

]T
∈ Rn×p;

Goal: estimate β, from y and X
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Logistic Regression

Logistic regression: another classical problem, with many applications

Observations: y1, ..., yn, with yi ∈ {0, 1} is a sample of r.v. Yi|x(i)

E(Yi|x(i)) = P(Yi = 1|x(i))

= σ(βTx(i))

σ(u) =
eu

1 + eu

n vectors of p features/variables: x(i) ∈ Rp, for i = 1, ..., n.

Regression coefficients: β ∈ Rp;

Goal: estimate β, from y and x(1), ...,x(n)
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Feature Selection

Linear regression:

Logistic regression (binary):

Questions:

Are some variables/features irrelevant? (should some β̂j be zero?)

Are there redundant features?
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Feature Selection

Three main classes of feature selection methods
(Das, 1994; Escolano et al, 2009; Guyon et al., 2003):

Filters: ignore the subsequent learning algorithm

� Supervised: use the desired responses (e.g. labels)

� Unsupervised: use only the features

Wrappers: make use of a learning algorithm to assess feature subsets

Embedded: in the learning algorithm
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Embedded Feature/Variable Selection

Formulate the learning problem as a trade-off between

accuracy (i.e., fitting data well): minimize a loss

“desirability” (e.g., no irrelevant variables): minimizing a regularizer

Optimization (regularization) formulation:

β̂ ∈ arg min
β

n∑
i=1

l(β; yi,x(i))︸ ︷︷ ︸
L(β)

+R(β)

Often yields well-understood, solvable optimization problems, with
analyzable solutions
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Regularization and Sparsity in Linear Regression

Regularized linear regression criteria (classical choices):

β̂ = arg min
β

L(β) +R(β), with L(β) =
1

2
‖Xβ − y‖22

The old classic: ridge regression (Wiener, 1949; Hoerl and Kennard, 1970):
R(β) = λ‖β‖22 ⇒ β̂ =

(
XTX + λI

)−1
XTy.

The new classic: LASSO, R(β) = λ‖β‖1
(Claerbout and Muir, 1973; Taylor et al., 1979; Levy and Fullagar, 1981; Chen

et al., 1995; Williams, 1995; Tibshirani, 1996; Bühlmann and van de Geer, 2011):

Sparsity! (variable selection)
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Regularization and Sparsity in Logistic Regression

Regularized logistic regression:

β̂ = arg min
β

L(β) +R(β),

with the logistic loss: L(β) =

n∑
i=1

log
(
1 + exp(βTx(i))

)
− yi βTx(i)

The old classic: ridge logistic regression, R(β) = λ‖β‖22
(Schaefer et al., 1984; Cessie and Houwelingen, 1992)

The new classic: sparse logistic regression, R(β) = λ‖β‖1
(Tibshirani, 1996; Shevade and Keerthi, 2003; Krishnapuram et al., 2005)

Many other generalized linear models (GLM) can be used.
(Bühlmann and van de Geer, 2011)
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Group Sparsity with Unknown Groups

Goal: identify all the relevant features/variables
Why/when? If the variables have meaning (e.g., genes, voxels,...)

1000s of features 

10
s 

to
 1

00
s 
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 s
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Goal: not only good prediction, also identify all involved genes
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LASSO with Highly-Correlated Features

Problem: with highly correlated variables, LASSO may select an arbitrary
subset of variables; also, it is unstable (Bühlmann et al., 2013)

Why? β̂ = arg min
β
‖Xβ − y‖22 s.t. ‖β‖1 ≤ δ
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Highly-Correlated Variables

Group sparsity (group-LASSO) could help, if the groups were known

Approach 1: use covariance information (Σ) to...

� ...infer and use groups (cluster LASSO) (Bühlmann et al., 2013)

X e.g., use group-LASSO or a representative variable per group

� ...infer and use a correlation graph (Li et al, 2018)

β̂ = arg min
β
‖Xβ − y‖22 + λ1‖β‖1 + λ2

∑
j,k

|Σj,k|
(
βj − sign(Σj,k)βk

)2
+ λ3

∑
j,k

|Σj,k|
1
2
∣∣βj − sign(Σj,k)βk

∣∣
� Several variants of this approach

(Daye and Jeng, 2009; Hebiri and van de Geer, 2011; Kim and Xing, 2009;

Sharma et al, 2013; She, 2010; Veŕıssimo et al, 2016)

� Key aspect: at least O(n p2); expensive in high-dimensional problems
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X e.g., use group-LASSO or a representative variable per group

� ...infer and use a correlation graph (Li et al, 2018)

β̂ = arg min
β
‖Xβ − y‖22 + λ1‖β‖1 + λ2

∑
j,k

|Σj,k|
(
βj − sign(Σj,k)βk

)2
+ λ3

∑
j,k

|Σj,k|
1
2
∣∣βj − sign(Σj,k)βk

∣∣
� Several variants of this approach

(Daye and Jeng, 2009; Hebiri and van de Geer, 2011; Kim and Xing, 2009;

Sharma et al, 2013; She, 2010; Veŕıssimo et al, 2016)
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Elastic Net (EN) and OSCAR
Approach 2: regularizers that handle highly-correlated variables

� Elastic net (EN) (Zou and Hastie, 2005; De Mol et al., 2009)

Goal: include groups of correlated variables.

� Octagonal shrinkage and clustering algorithm for regression (OSCAR)
(Bondell and Reich, 2007; Zhong and Kwok, 2012)

Goal: exactly group sufficiently correlated variables

Elastic net:
R(β) = λ1‖β‖1 + λ2‖β‖22

OSCAR:
R(β)=λ1‖β‖1 + λ2

∑
i<j

max{|βi|, |βj |}
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Toy example

M. Figueiredo (IT, IST, U Lisboa) MPML, IST Lisbon, 2021 19/∞



OSCAR on Synthetic Data (Bondell and Reich, 2007)

OSCAR is competitive with EN, LASSO, ridge, in terms of MSE;

OSCAR yields explicit variable grouping (Bondell and Reich, 2007)
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Real Data: Plant Diversity vs Soil Chemistry

(Bondell and Reich, 2007)
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Generalizing OSCAR: The OWL

OSCAR: Rλ1,λ2OSCAR(β) = λ1‖β‖1 + λ2

∑
i<j

max{|βi|, |βj |}

=

p∑
i=1

(
λ1 + λ2(p− i)

)︸ ︷︷ ︸
linearly decreasing sequence

|β|[i],

where |β|[1] ≥ |β|[2] ≥ · · · ≥ |β|[p] (sorted entries of |β|).

Generalization: the ordered weighted `1 (OWL) norm (a.k.a. SLOPE)
(?Zeng and F, 2014a)

Ωw(β) =

p∑
i=1

wi |β|[i]

= wT |β|↓

where w1 ≥ w2 ≥ · · · ≥ wp ≥ 0

and |β|↓ =
[
|β|[1], |β|[2], ..., |β|[p]

]T
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Some Properties of the OWL

The ordered weighted `1 (OWL) norm

Ωw(β) =

p∑
i=1

wi |β|[i] = wT |β|↓

Ωw : Rp → R+ is indeed a norm, iff w1 > 0.

Relationship with `1 (with w̄ = 1
p

∑p
i=1wi):

w̄ ‖β‖1 ≤ Ωw(β) ≤ w1 ‖β‖1;

equalities if w1 = w2 = · · · = wp;

Relationship with `∞:

w1 ‖β‖∞ ≤ Ωw(β),

with equality if w2 = w3 = · · · = wp = 0.
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Real Data: Machine Translation

OWL in machine translation (MT)
(Clark, 2015)

Massive parameter/weight sharing

OWL does adaptive weight sharing (cf. Nowlan and Hinton (1992))
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Real Data: fMRI

Neural decoding from fMRI data (Li et al, 2018)

(n = 90, p ∼ [5, 9]× 103)

OWL performs competitively with GTV (Li et al, 2018), which uses
correlation information and is much more costly.
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Outline

1 Feature Selection for Supervised Learning

2 Dealing with Correlated Variables
Motivation and Approaches
OSCAR and OWL (Ordered Weighted `1)

3 Analysis
Exact Clustering Conditions
Statistical Error Bounds

4 Convex Analysis and Optimization
Proximity and Projection Operators
Atomic Norm Formulation

5 Extensions and Applications
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Majorization

Key tools to understand OSCAR/OWL: majorization and Schur-convexity

Definition (Majorization (Marshall et al., 2011))

Consider β,γ ∈ Rp; we say that γ majorizes β, denoted β ≺ γ, if

p∑
i=1

βi =

p∑
i=1

γi

j∑
i=1

β[i] ≤
j∑
i=1

γ[i], for j = 1, ..., p− 1

Examples: (1, 1, 1, 1) ≺ (2, 1, 1, 0) ≺ (3, 1, 0, 0) ≺ (4, 0, 0, 0)

β ≺ γ and γ ≺ β, iff β is a permutation of γ
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Majorization

Majorization theory originated in the study of economic inequality

(Dalton, 1920) (Lorenz, 1905) (Pigou, 1912)

M. Figueiredo (IT, IST, U Lisboa) MPML, IST Lisbon, 2021 28/∞



Majorization and Schur-Convexity

Definition (Schur-convexity (Marshall et al., 2011))

Let A ⊆ Rp; function f : A → R is Schur-convex in A if,

∀β,γ∈A, β ≺ γ ⇒ f(β) ≤ f(γ).

Furthermore, f is strictly Schur-convex, if

(β ≺ γ) ∧ (β 6� γ)⇒ f(β) < f(γ)

Schur-convex (SC) functions “favour” more uniform vectors

Symmetric (invariant under argument permutations) convex
functions are SC

Example: `1 norm is SC, but not strictly

Example: `2 norm and Shannon entropy are strictly SC
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Pigou-Dalton Transfers

Definition (Pigou-Dalton transfer (Marshall et al., 2011))

Let β ∈ Rp+ and two components, βi, βj , s.t. βi > βj . A Pigou-Dalton
transfer of size ε ∈

(
0, (βi−βj)/2

)
applied to β yields γ ≺ β according to

γi = βi − ε, γj = βj + ε, γk = βk, for k 6= i, j.

Pigou-Dalton transfer: also known as the
Robin-Hood transfer (Arnold, 1987)
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Strong Schur-Convexity

Definition (Strong Schur convexity (F and Nowak, 2016))

A function f is S-strongly Schur-convex if, for S > 0,

f(β)− f(γ) ≥ εS,

when γ result from a Pigou-Dalton transfer of size ε applied to β.

Strong SC ⇒ strict SC

Strong SC 6⇐ strict SC
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Strong Schur Convexity of Ωw

Lemma (F and Nowak (2016))

Consider Ωw(β) = wT |β|↓, with w1 ≥ w2 ≥ · · · ≥ xp ≥ 0, and let

∆w = min{w1 − w2, w2 − w3, . . . , wp−1 − wp}.

Then, Ωw is ∆w-strongly Schur-convex.

The `1 norm is not strongly (it is not even strictly) SC

The `2 norm and the EN regularizer are strictly, but not strongly, SC

This lemma is key to the proofs of the following theorems
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Exact Grouping: Squared Error Loss

Theorem (F and Nowak (2016))

Let β̂ = arg minβ
1
2‖Xβ − y‖22 + Ωw(β) and xi the i-th column of X

(a) ‖xi − xj‖2 < ∆w/‖y‖2 ⇒ β̂i = β̂j

(b) ‖xi + xj‖2 < ∆w/‖y‖2 ⇒ β̂i = −β̂j

Corollary

Let the columns of X satisfy 1Txk = 0 and ‖xk‖2 = 1, for k = 1, ..., p.
Denote ρij = xTi xj ∈ [−1, 1] the sample correlation. Then,

(a)
√

2− 2 ρij < ∆w/‖y‖2 ⇒ β̂i = β̂j

(b)
√

2 + 2 ρij < ∆w/‖y‖2 ⇒ β̂i = −β̂j .

Significantly extends a theorem by Bondell and Reich (2007)
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Exact Grouping: Absolute Error Loss

Theorem (F and Nowak (2016))

Let β̂ = arg minβ ‖Xβ − y‖1 + Ωw(β) and xi the i-th column of X

(a) ‖xi − xj‖1 < ∆w ⇒ β̂i = β̂j

(b) ‖xi + xj‖1 < ∆w ⇒ β̂i = −β̂j

Corollary

Let the columns of A satisfy 1Txk = 0 and ‖xk‖2 = 1, for k = 1, ..., p.
Denote ρij = xTi xj ∈ [−1, 1] the sample correlation. Then,

(a)
√

2− 2 ρij < ∆w/
√
n ⇒ β̂i = β̂j

(b)
√

2 + 2 ρij < ∆w/
√
n ⇒ β̂i = −β̂j .
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Exact Grouping: Logistic Loss

Theorem (F and Nowak (2016))

Let β̂ = arg minβ L(β) + Ωw(β) and xi = [x(1),i, ..., x(n),i]
T the i-th

feature

(a) ‖xi − xj‖1 < ∆w ⇒ β̂i = β̂j

(b) ‖xi + xj‖1 < ∆w ⇒ β̂i = −β̂j

Corollary

Let 1Txk = 0 and ‖xk‖2 = 1, for k = 1, ..., p. Denote
ρij = xTi xj ∈ [−1, 1] the sample correlation. Then,

(a)
√

2− 2 ρij < ∆w/
√
n ⇒ β̂i = β̂j

(b)
√

2 + 2 ρij < ∆w/
√
n ⇒ β̂i = −β̂j .
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Exact Grouping: Remarks

Finding all pairs of sufficiently correlated features explicitly: O(n p2)

OWL costs O(n p log p) (shown later); much better, for large p

OWL uses the responses y, not just the covariates/variables
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Statistical Bounds
Scenario and assumptions (F and Nowak, 2016)

Observations: y = Xβ? + ε, where β? is s-sparse

Noise: 1
n‖ε‖1 ≤ ε

Random design: the rows of X ∈ Rn×p are i.i.d. N (0,CTC)

...equivalently, X = BC where the rows of B ∈ Rn×q are i.i.d.
N (0, I), and C ∈ Rq×p

Illustration:
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Another Illustration: Highly Correlated Groups of Columns
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Statistical Bound

Theorem (F and Nowak (2016))

Let y, X, β?, and ε be as defined above, and β̂ be a solution to one of
the two following problems:

min
β∈Rp

Ωw(β) subject to
1

n
‖Xβ − y‖22 ≤ ε2

min
β∈Rp

Ωw(β) subject to
1

n
‖Xβ − y‖1 ≤ ε.

Then

E
[
‖β̂ − β?‖CTC

]
≤
√

8π

(
√

32 ( min
r=1,2

‖C‖r) ‖β?‖2
w1

w̄

√
s log p

n
+ ε

)

where ‖C‖r is the matrix norm induced by the `r norm.

The proof is based on work by Vershynin (2014)
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Statistical Bound: Observations

Particular case: q = p and C = I (as in compressive sensing)

E‖β̂ − β?‖2 = O
(
‖β?‖2

√
s log p

n

)
,

recovering classical results that show that

n ∼ s log p

samples are needed to achieve a given precision
(Bühlmann and van de Geer, 2011; Candès et al., 2006; Donoho, 2006; Haupt and

Nowak, 2006; Vershynin, 2014)

Other analyses of OWL/SLOPE, not focusing on the highly-correlated
case, by Hu and Lu (2019); Stucky and van de Geer (2017); Wang et al (2019)

M. Figueiredo (IT, IST, U Lisboa) MPML, IST Lisbon, 2021 40/∞



Statistical Bound: Observations

Particular case: q = p and C = I (as in compressive sensing)

E‖β̂ − β?‖2 = O
(
‖β?‖2

√
s log p

n

)
,

recovering classical results that show that

n ∼ s log p

samples are needed to achieve a given precision
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Statistical Bound: Observations

Particular case: correlated full-rank design matrix,

E‖β̂ − β?‖2 = O
(λmax

λmin
‖β?‖2

√
s log p

n

)
,

recovering results by Raskutti et al. (2010)

This result does not apply in the presence of identical columns

Notice that these results also apply to `1
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Statistical Bound: Observations

Particular case: groups of replicated columns (here, q is the number
of groups of replicated columns)

Illustration with replicated columns, q = 3, p = 4, and

C =

 1 1 0 0
0 0 1 0
0 0 0 1

 G1 = {1, 2}, G2 = {3}, G3 = {4}

Let β̄
?

be the vector that has identical coefficients corresponding to
identical columns (notice Xβ̄

?
= Xβ?)

In this case,

E ‖β̂ − β̄?‖2 = O
(
‖β?‖2

w1

w̄

√
s log p

n
+ ε
)

i.e. no penalty for the presence of (nearly) replicated columns
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Outline

1 Feature Selection for Supervised Learning

2 Dealing with Correlated Variables
Motivation and Approaches
OSCAR and OWL (Ordered Weighted `1)

3 Analysis
Exact Clustering Conditions
Statistical Error Bounds

4 Convex Analysis and Optimization
Proximity and Projection Operators
Atomic Norm Formulation

5 Extensions and Applications
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Regularization Formulations

Tikhonov regularization (OWL-T)

min
β

L(β) + τ Ωw(β),

Ivanov regularization (OWL-I)

min
β

L(β), s.t. Ωw(β) ≤ ε,

...under mild conditions, all equivalent.

Suggest different optimization methods:

Proximal gradient, for OWL-T

Projected gradient or Frank-Wolfe, for OWL-I
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Proximal Gradient Algorithm (PGA)

The Tikhonov formulation: min
β

L(β) + Ωw(β)

Proximal gradient algorithm: βt+1 = proxτΩw

(
βt − τ∇L(βt)

)
Needs the proximity operator (Moreau, 1962) of Ωw

proxΩw
(u) = arg min

β

1
2 ‖u− β‖

2
2 + Ωw(β)

(...next slide)

Needs the gradient of L(β): simple for linear and logistic regression,
and others losses

Accelerated versions: FISTA (Beck and Teboulle, 2009); TwIST
(Bioucas-Dias and F, 2007); SpaRSA (Wright, Nowak, and F, 2009);
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Proximity Operator of OWL

Monotone cone: Km = {z ∈ Rp : z1 ≥ z2 ≥ · · · zp} ⊂ Rp

Permutation matrix: S = P(|u|)⇔ |u|↓ = S|u|

Proposition (Zeng and F (2015))

proxΩw
(u) =

sign(u)�
(
P(|u|)T projRp+

(
projKm (

|u|↓

−w)
))

projKm : pool adjacent violators algorithm (PAVA): cost O(p)
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Projected Gradient Algorithm

Ivanov formulation: min
β∈Gwε

L(β), where Gwε = {β : Ωw(β) ≤ ε}

Projected gradient algorithm: βt+1 = projGwε

(
βt − τt∇L(βt)

)

Gradient: simple for linear and logistic regressions, and other losses

Euclidean projection operator

projGε(u) = arg min
β∈Gwε

‖u− β‖22

can also be computed with O(p log p) cost (Davis, 2015)

M. Figueiredo (IT, IST, U Lisboa) MPML, IST Lisbon, 2021 47/∞



Projected Gradient Algorithm

Ivanov formulation: min
β∈Gwε

L(β), where Gwε = {β : Ωw(β) ≤ ε}

Projected gradient algorithm: βt+1 = projGwε

(
βt − τt∇L(βt)

)
Gradient: simple for linear and logistic regressions, and other losses

Euclidean projection operator

projGε(u) = arg min
β∈Gwε

‖u− β‖22

can also be computed with O(p log p) cost (Davis, 2015)

M. Figueiredo (IT, IST, U Lisboa) MPML, IST Lisbon, 2021 47/∞



Projected Gradient Algorithm

Ivanov formulation: min
β∈Gwε

L(β), where Gwε = {β : Ωw(β) ≤ ε}

Projected gradient algorithm: βt+1 = projGwε

(
βt − τt∇L(βt)

)
Gradient: simple for linear and logistic regressions, and other losses

Euclidean projection operator

projGε(u) = arg min
β∈Gwε

‖u− β‖22

can also be computed with O(p log p) cost (Davis, 2015)

M. Figueiredo (IT, IST, U Lisboa) MPML, IST Lisbon, 2021 47/∞



Atomic Norm Formulation

Atomic norms (Chandrasekaran, 2012; Jaggi, 2013)

A compact, centrally symmetric set A ⊂ Rp induces an atomic norm:

‖x‖A = inf {t ≥ 0 : x ∈ t conv(A)}

...the Minkowski gauge of conv(A) (Rockafellar, 1970)

Example: the `1 norm as an atomic norm

A =

{[
0
1

]
,

[
1
0

]
,

[
0
−1

]
,

[
−1
0

]}
conv(A) = B1(1) (`1 unit ball).

‖x‖A = inf
{
t > 0 : x ∈ t B1(1)

}
= ‖x‖1
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Atomic Formulation of the OWL Norm

OWL: Ωw(x) = wT |x|↓. Atomic: ‖x‖A = inf {t ≥ 0 : x ∈ t conv(A)}

Proposition (Zeng and F (2015))

Let B =
{
b(1), ...,b(i), ...,b(p)

}
, where

b(i) =



τi
...
τi
0
...
0



}
i entries

}
(p− i) entries

with τi =
1

w1 + · · ·+ wi

and A = {Q b : Q ∈ P±,b ∈ B}. Then, for any x ∈ Rp, ‖x‖A = Ωw (x).

P± is the hyperoctahedral group (signed permutation matrices)

.
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Atomic Formulation of the OWL Norm

Illustration in R2 and R3

Cardinality: |A| =
p∑
i=1

(
n

i

)
2i = 3p − 1

(Zeng and F, 2015)
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Frank-Wolfe (Conditional Gradient) Algorithm

Ivanov formulation: min
β∈Gwε

L(β), where Gwε = {β : Ωw(β) ≤ ε}

Frank-Wolfe algorithm:

st = arg max
s∈Gwε

sT
(
−∇L(βt)

)
(1)

βt+1 = βt + τk(st − βt) (2)

Gradient: simple for linear and logistic regressions, and other losses

Linear minimization oracle (Zeng and F, 2015)

arg max
s∈Gε

sTu = ε sign(u)�
(
P(|u|)T arg max

b∈B
bT |u|↓

)
...also O(p log p), due to sorting
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Outline

1 Feature Selection for Supervised Learning

2 Dealing with Correlated Variables
Motivation and Approaches
OSCAR and OWL (Ordered Weighted `1)

3 Analysis
Exact Clustering Conditions
Statistical Error Bounds

4 Convex Analysis and Optimization
Proximity and Projection Operators
Atomic Norm Formulation

5 Extensions and Applications
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Group-OWL: GrOWL

Matrix regression problem (m simultaneous linear regressions)

B̂ = arg min
B∈Rp×m

‖Y −XB‖2F +R(B)

Group-LASSO: R(B) = ‖B‖2,1 =

p∑
j=1

‖βj:‖2

GrOWL (Oswal et al, 2016): R(B) = Ωw(B) =

p∑
j=1

wj‖β[j]:‖2

‖β[1]:‖2 ≥ ‖β[2]:‖2 ≥ · · · ≥ ‖β[p]:‖2

Also a norm; proximity operator still efficiently computable; similar
exact grouping guarantees
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Group OWL: GrOWL

(Oswal et al, 2016)
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Application to Deep Learning

With Laura Balzano and Haozhu Wang (U Michigan), and Dejiao Zhang (Amazon)

Weigh sharing is good for DNN: can we learn it using OWL/GrOWL?

OWL for adaptive weight sharing in deep networks (Zhang et al, 2018)
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Application to Deep Learning

Sparsity =
# zeros

# total
Sharing =

# non-zeros

# unique vaues
Compression =

# total

# unique vaues

(Zhang et al, 2018)
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(Sparse) Subspace Clustering

Grouping high-dimensional data points into distinct subspaces

Sparse subspace clustering (SSC) (Elhamifar et al, 2013)

� N points in Rd: {x(1), ...,x(N)}

� Do sparse regression (use LASSO) of each point w.r.t. ”all” the others

β̂n = arg min
β

1

2
‖x(n) −Xn̄β‖22 + λ‖β‖1

where Xn̄ ∈ Rd×(N−1) contains the points other than x(n)

� Rationale: points on the same subspace are likely to be selected

� Selected points define an adjacency graph: apply clustering

New approach: replace LASSO by OWL (Oswal et al, 2018)
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� Selected points define an adjacency graph: apply clustering

New approach: replace LASSO by OWL (Oswal et al, 2018)
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OWL Subspace Clustering: Illustration (Oswal et al, 2018)
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Final Summary

OSCAR: a regularizer able to identify groups of correlated variables

OSCAR is a particular case of the OWL norm

Exact clustering sufficient conditions

Statistical sample complexity bounds

The proximity operator of OWL (proximal gradient)

The Euclidean projection onto OWL ball (projected gradient)

Linear minimization oracle of the OWL ball (Frank-Wolfe)

...all with O(p log p) cost

Extensions, applications, ...

Key open question: how to choose w?
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Thank you.
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Bühlmann, P., Rüttiman, P., van de Geer, S., and Zhang, C.-H. (2013). Correlated variables in
regression: Clustering and sparse estimation. Journal of Statistical Planning and Inference,
pages 1835–1858.
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Proximity Operator: Key Facts
Proximity operator of OWL: proxΩw

(u) = arg min
β

1
2 ‖u− β‖

2
2 + Ωw(β)

easy to show that, since Ωw(β) = Ωw(|x|),

proxΩw
(u) = sign(u)� proxΩw

(|u|)

...moreover, since Ωw(β) = Ωw(P x), for any permutation P,

proxΩw
(u) = sign(u)�

(
P(|u|)T proxΩw

(|u|↓)
)

Conclusion: we only need to compute proxΩw
for arguments in Km+

B ⊂ Km+ = {z ∈ Rp : z1 ≥ z2 ≥ · · · zp ≥ 0} ⊂ Rp+,

Finally, using the rearrangement inequality (Hardy et al., 1934)

Lemma

v ∈ Km+ ⇒ proxΩw
(v) ∈ Km+
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Proximity Operator: Derivation
Let v ∈ Km+ (of course, w ∈ Km+), then

proxΩw
(v) = arg min

x∈Km+

1
2 ‖v − x‖22 + wTx

Can be written as a projection onto Km+

proxΩw
(v) = arg min

x∈Km+

‖x− (v −w)‖22 = projKm+

(
v −w

)
As shown by Németh and Németh (2012),

projKm+
(z) = projRp+︸ ︷︷ ︸

clipping

(
projKm︸ ︷︷ ︸

PAVA

(z)
)

where Km = {x ∈ Rp, x1 ≥ x2 · · · ≥ xp} (the monotone cone).

PAVA = pool adjacent violators algorithm, which has O(p) cost
(Barlow et al., 1972; Best and Chakravarti, 1990).

PAVA solves minx ‖z− x‖22, subject to x1 ≥ x2 ≥ · · · ≥ xp
monotone regression (Barlow et al., 1972; Best and Chakravarti, 1990).
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PAVA = pool adjacent violators algorithm, which has O(p) cost
(Barlow et al., 1972; Best and Chakravarti, 1990).

PAVA solves minx ‖z− x‖22, subject to x1 ≥ x2 ≥ · · · ≥ xp
monotone regression (Barlow et al., 1972; Best and Chakravarti, 1990).

M. Figueiredo (IT, IST, U Lisboa) MPML, IST Lisbon, 2021 71/∞



Proximity Operator: Derivation
Let v ∈ Km+ (of course, w ∈ Km+), then

proxΩw
(v) = arg min

x∈Km+

1
2 ‖v − x‖22 + wTx

Can be written as a projection onto Km+

proxΩw
(v) = arg min

x∈Km+

‖x− (v −w)‖22 = projKm+

(
v −w

)
As shown by Németh and Németh (2012),

projKm+
(z) = projRp+︸ ︷︷ ︸

clipping

(
projKm︸ ︷︷ ︸
PAVA

(z)
)

where Km = {x ∈ Rp, x1 ≥ x2 · · · ≥ xp} (the monotone cone).

PAVA = pool adjacent violators algorithm, which has O(p) cost
(Barlow et al., 1972; Best and Chakravarti, 1990).

PAVA solves minx ‖z− x‖22, subject to x1 ≥ x2 ≥ · · · ≥ xp
monotone regression (Barlow et al., 1972; Best and Chakravarti, 1990).

M. Figueiredo (IT, IST, U Lisboa) MPML, IST Lisbon, 2021 71/∞



Proximity Operator: Derivation
Let v ∈ Km+ (of course, w ∈ Km+), then

proxΩw
(v) = arg min

x∈Km+

1
2 ‖v − x‖22 + wTx

Can be written as a projection onto Km+

proxΩw
(v) = arg min

x∈Km+

‖x− (v −w)‖22 = projKm+

(
v −w

)
As shown by Németh and Németh (2012),

projKm+
(z) = projRp+︸ ︷︷ ︸

clipping

(
projKm︸ ︷︷ ︸
PAVA

(z)
)

where Km = {x ∈ Rp, x1 ≥ x2 · · · ≥ xp} (the monotone cone).

PAVA = pool adjacent violators algorithm, which has O(p) cost
(Barlow et al., 1972; Best and Chakravarti, 1990).

PAVA solves minx ‖z− x‖22, subject to x1 ≥ x2 ≥ · · · ≥ xp
monotone regression (Barlow et al., 1972; Best and Chakravarti, 1990).

M. Figueiredo (IT, IST, U Lisboa) MPML, IST Lisbon, 2021 71/∞



Proximity Operator of OWL

Monotone cone: Km = {z ∈ Rp : z1 ≥ z2 ≥ · · · zp} ⊂ Rp

Permutation matrix: S = P(|u|)⇔ |u|↓ = S|u|

Proposition (Zeng and F (2015))

proxΩw
(u) =

sign(u)�
(
P(|u|)T projRp+

(
projKm (

|u|↓

−w)
))

projKm : pool adjacent violators algorithm (PAVA)

Computational cost: O(p log p), due to sorting; all else is O(p).

Compact expression for the algorithms by Bogdan et al. (2014); Zeng

and F (2014b); Zhong and Kwok (2012)
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